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1. Executive Summary 

The Information Aggregation (IA) component enables the aggregation of different information 
sources to support the creation of Holistic Health Records (HHRs). The IA component handles 
streaming and batch data coming from various sources in a scalable, efficient and reliable 
manner to create Holistic Health Records (HHRs). In this respect, the goal of the IA 
component is to combine a number of disparate data sources into a common format and to 
store information in a form that makes it easily and readily available for analytics, simulations 
and decision making. Owing to its vital role in creating HHRs, the IA component is one of the 
core components of the CrowdHEALTH platform.  

The deliverable provides an overview of the CrowdHEALTH project and the technical 
architecture of the CrowdHEALTH platform in order to put the aforementioned IA mechanism 
in context. This is followed by the design details and initial specifications of the first prototype 
of IA component. In doing so, this deliverable clarifies the scope of the prototype and the 
relationship of the IA component with other components in the CrowdHEALTH architecture. 

Like other CrowdHEALTH software components, the development of the IA is planned to be 
divided in three prototypes. These prototypes will broadly focus on the following aspects: 

 Prototype 1: Design of micro-services for data aggregation. 

 Prototype 2: Interfaces to other components, data management and query procedures.  

 Prototype 3: Stream handling, use-case specific implementations, integration. 

This document also introduces the Situational Awareness / Context Analysis approach that will 
be developed in CrowdHEALTH. Its aim is twofold: (i) Provide insights (e.g. similarity 
measures) for HHR clustering and classification based on the identified context, and (ii) 
Propose populations / cases that should be analyzed for policies creation / update based on 
different contexts and situations. 

The deliverable also provides an overview of the functions that can be associated with the first 
prototype of IA component. The overall functionality of IA component is illustrated through a 
working example that serves as a scoping exercise and also to set the expectations about the 
functionality associated with the first prototype.     
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2. Introduction 

2.1. CrowdHEALTH Project Overview 

CrowdHEALTH aims to deliver an integral ICT platform providing decision support to public 

health authorities in the policy creation and co-creation efforts, through the exploitation of 

collective knowledge that emerges from multiple heterogeneous sources and its combination 

with situational awareness artefacts. An inter-disciplinary effort, the resulting platform includes 

big data management mechanisms addressing the complete data path, namely from 

acquisition and cleaning up to data integration, modelling, analysis, information extraction and 

interpretation. 

The CrowdHEALTH platform will expose Data as a Service points oriented towards policy 

makers and will allow them to utilize causal and risk stratification mechanisms - combined with 

forecasting and simulation tools - towards the development of multi-modal targeted policies in 

terms of time scales, location properties, population segmentation and evolving risks. 

 

Figure 1: CrowdHEALTH main pillars 

Towards this goal, as presented in Figure 1, CrowdHEALTH consists of four main pillars: 

Social Holistic Health Records, Real-Time Big Data Management, Data Sources Exploitation, 

and Health Policies Development and Impact Assessment: 



D4.7 Generating and Knowledge 
Framework: Design and Open 
Specification v1 

06/11/2017 

 

                                       

 

8/38 

 The Social Holistic Health Records (HHRs) represent a source and the ground for 
discovering detailed information about population segments and their specific features. 

 The Big Data mechanisms will enable the platform to process millions of events per 
second, enabling the exploitation of the available information (sometimes critical) from 
multiple, comprehensive sources. In addition to the already available information, 
contextual information will also be provided, as an enhancement mechanism 
increasing the capability of annotating, understanding and deriving knowledge. 

 The Dynamic Exploitation of information and HHRs will enable the fusion and 
interpretation of data form heterogeneous sources. 

 The Health Policies Development and Impact Assessment will be based on employing 
the previous three mechanisms towards assisting in defining and driving health 
policies. 

2.2. Overview of Information Aggregation Component 

The Information Aggregation (IA) component enables the aggregation of different information 

sources to support the creation of Holistic Health Records (HHRs). With the CrowdHEALTH 

architecture, the Information Aggregation component is placed between the Interoperability 

Layer and CrowdHEALTH Data Store. This means that the Information Aggregation 

component is responsible for final processing and aggregation of interoperable data, before it 

is aggregated in the HHRs and stored in the big data store of CrowdHEALTH platform. 

 

Figure 2: Placement of IA Component in CrowdHEALTH Architecture 
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3. Information Aggregation Overall View 

Typically information aggregation can happen in four ways within the CrowdHEALTH platform: 

 The data coming from health systems (via internal components of CrowdHEALTH 
platform such as the Unified API component) can be aggregated into the HHRs by 
means of a micro-services based approach [11]. 

 The health systems or applications can explicitly add batch or streaming data within 
CrowdHEALTH BigData platform.   

 Aggregation analytic queries can update the existing data or HHRs within the 
CrowdHEALTH BigData platform. 

 High-frequency streaming data from wearables and other healthcare devices can be 
processed and stored within CrowdHEALTH using a Complex Event Processing (CEP) 
engine. 

 

 

Figure 3: Global picture for the 4 means to aggregate information provided by CrowdHEALTH 

Figure 3 depicts the four mechanisms that can be used to aggregate information in the 

CrowdHEALTH platform. These mechanisms are drawn after considering different information 

handling scenarios and the nature of data expected from the CrowdHEALTH use-case 

partners (as also described in D2.1 [10]). 

The data aggregation component is a key piece in the architecture of CrowdHEALTH, it is 

responsible for merging the relevant information from different sources into an aggregated 

HHR per citizen. In the CrowdHEALTH platform, information aggregation can be computed in 

a scalable, seamless and reliable manner using all the approaches illustrated in Figure 3. The 

aggregated information then provides basis for querying and analytic functions that serve as 

decision support tools for decision and policy makers. For instance, based on the availability 
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of aggregated information in HHRs, the policy makers will be able to compute the number of 

patients for different illnesses at the level of health center, district, city, regional and country.  

Whenever a new patient record is inserted into the HHR, the underlying big data store in the 

CrowdHEALTH platform will increment the relevant HHR as a seamless database transaction 

and make the latest information available for querying and analytic functions. In a regular 

database, this approach would cause many write-write conflicts causing most transactions to 

abort. In the CrowdHEALTH’s LeanXcale data store, the HHR aggregation functions 

implement a novel semantic concurrency control that prevents these conflicts and aborts from 

happening. The advantage of this approach is that now computing an aggregation does 

simply imply to read a single row from the corresponding aggregation table. More information 

regarding this technique can be found in Section 4. 

Among many ways in with the LeanXcale data store supports the information aggregation and 

retrieval function, one way is to leverage the OLAP (Online Analytical Processing) query 

engine that enables to process arbitrary aggregation or analytical queries in online response 

times. In this way, aggregations can be computed as and when needed within a reasonable 

response time. Finally, for data coming from wearables and other health monitoring devices 

generating streaming data, it becomes necessary to be able to compute sliding window 

aggregations [1]. This aggregation need can be addressed by the CEP engine that allows the 

deployment of continuous aggregation queries to compute simultaneous aggregation 

requests/jobs in a reliable manner. 
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4. Micro-Services based Information Aggregation Approach 

The micro-service approach can be used to realise information aggregation and to update 

HHRs in the CrowdHEALTH platform. Micro-services are a variant of the service-oriented 

architecture (SOA) where applications are structured as a collection of loosely 

coupled services with defined interfaces [11]. In a micro-service based design approach, each 

service offers a specific fine-grained functionality with relevant communication protocols as 

lightweight interfaces. Micro-services offer several benefits over other application design 

approaches, the main benefit of their use in Information Aggregation component is the 

improved modularity of the component, which makes it easier to develop, enhance and test 

the component in a distributed development environment.  

The use of micro-service based design principles will allow parallelizing the development of 

Information Aggregation component in the CrowdHEALTH project. This will enable the 

distributed task partners to develop, deploy and scale their respective services independently. 

In terms of actual data aggregation operations, the use of Data Maps is being considered to 

integrate heterogeneous information in the HHRs. A Data Map is an instance of the process 

that involves creating data element mappings between two distinct data models. Data 

mapping can cover a wide variety of data integration tasks also including: Data transformation 

or data mediation between a data source and a destination. The Data Maps, developed using 

open source tools such as Talend Open Studio for Data Integration [2], can perform a specific 

aggregation operation based on the nature of the incoming data. Each Data Map can be 

deployed as a micro-service in the CrowdHEALTH Platform to process a specific type of 

aggregation function.  

As shown in Figure 4, each Data Map can be specific to data type or data source, with the 

main function to receive the data, perform necessary transformation operations and aggregate 

the data in the relevant HHR.  Using a threaded implementation methodology, several Data 

Maps should be able to process multiple aggregation jobs simultaneously in order to deliver 

performance and scalability benefits while processing large volumes of data. 

The flow of information to and from Information Aggregation component is depicted in Figure 5 

and Figure 6. This figure shows that the Information Aggregation component (T4.2) should be 

able to receive data from different data sources and aggregate the data to the existing HHRs 

stored in the CrowdHEALTH Data Store.  

 

https://en.wikipedia.org/wiki/Service-oriented_architecture
https://en.wikipedia.org/wiki/Service-oriented_architecture
https://en.wikipedia.org/wiki/Coupling_(computer_programming)
https://en.wikipedia.org/wiki/Coupling_(computer_programming)
https://en.wikipedia.org/wiki/Service_granularity_principle
https://en.wikipedia.org/wiki/Protocol_(computing)
https://en.wikipedia.org/wiki/Modular_programming
https://en.wikipedia.org/wiki/Development_(software)
https://en.wikipedia.org/wiki/Deployment_(software)
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Figure 4: Conceptual Architecture of IA Component 

 

Figure 5: Flow of information to and from Information Aggregation component 
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Figure 5 shows the relationships/dependencies of IA component with other components in the 

CrowdHEALTH architecture. It shows that the data enters the CrowdHEALTH platform from 

heterogeneous sources through the Gateways. From there, the data is cleaned and converted 

for use in the CrowdHEALTH platform. The cleaned and converted data passes through the IA 

component before being stored in the CrowdHEALTH data store.  

 

Figure 6: Interaction of the information Aggregation component with CrowdHEALTH data store 

Figure 6 provides an overview of the information flow between the IA component and the final 

destination of the data in the CrowdHEALTH data store.  

4.1. Internal Mechanism of Micro-Services based Aggregation Approach  

The internal mechanism of the Information Aggregation component breaks down the 

envisioned functionality into several sub-components. The sub-components are interlinked 

with interfaces (e.g. RESTful endpoints) to allow interaction within and outside the Information 

Aggregation component.  

The overall Information Aggregation component consists of a series of interfaces, allowing 

other components and data sources (e.g. healthcare systems) to post fresh or updated 

information towards the CrowdHEALTH data store or for the HHR manager to check and 

retrieve existing data. It then has an interface to the CrowdHEALTH data store for storage and 

retrieval of information to/from HHRs. Internally it has an Aggregation Controller sub-

component to select the appropriate action or micro-service to deal with incoming data. The 

aggregation functions are implemented as a series of micro-services that handle merging 

different types of existing data with incoming data in the HHRs. 
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Figure 7: Internal architecture of the information aggregation component 

4.2. Overall Functional Characterisation  

The Information Aggregator is based on requirements derived from the CrowdHEALTH State 

of the Art and Requirements Analysis document [10] as well as from the internal architecture 

compiled in M3 of the project. The Information Aggregation component communicates by 

providing and accessing RESTful APIs, passing and receiving data in a standard agreed 

between different components of the CrowdHEALTH architecture. Internally aggregation 

operations are controlled by a sub-component called Aggregation Controller, which handles 

the internal flow of information within the Information Aggregation component. This controller 

hands off specific aggregation operations to individual aggregation engines, implemented as 

micro-services.  

The functionality offered by the Information Aggregation component is described as a working 

example in the following section.  

4.3. Information Aggregation Component Workflow 

4.3.1. Receive Incoming Data from the Interoperability Layer 

 Operation: Receive data from (See Figure 5) the Interoperability Layer through an 

open interface.  
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 Outcome: Data received by Information Aggregation component in JSON or XML 

format – sample snippet of incoming data is shown below: 

 

4.3.2. Retrieve Existing HHR from the Data Store 

 Operation: Parse incoming data from the Interoperability Layer to extract the key 

identifier of the data. 

 Operation: Connect to the underlying LeanXcale Data Store and begin a 

transaction. 

 Operation: Retrieve an existing HHR record (or tuple of information) related to the 

key identifier of incoming data – as shown in the following snippet. 

 Outcome: Existing record or HHR of person/patient is identified in the 

CrowdHEALTH data store. 
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4.3.3. Choose Relevant Instance of Information Aggregator 

The project will develop multiple instances of Aggregators capable of handling / processing 

different types of data e.g. batch, streaming etc. 

 Operation: Design and implementation of Data Maps that can aggregate incoming 

data into the existing HHR while preserving the integrity of the aggregated HHR.   

 Operation: Aggregation Controller selects a relevant instance of the Aggregator, 

based on the analysis of following factors: 

o Incoming data type. 

o Existing data type. 

o Available resources or aggregators. 
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The selection of an Aggregator is performed using a scoring mechanism. 

The Aggregator Controller analysis the incoming datasets and assigns a score to 

each incoming dataset that contains a specific type of data. The score signifies 

how well the incoming dataset matched with an existing dataset. In this respect, 

the scoring of datasets can be seen as a part of a sort pipeline specification that 

maps the incoming and already existing datasets. The outcome of the scoring 

mechanism provides information on the processing of the incoming dataset using 

a specific Aggregator.  

 Operation: Expose and access Aggregators as micro-services with REST 

interfaces. 

 Outcome: Relevant Aggregator is selected and the aggregation operation is 

launched. 

4.3.4. Aggregation Operation (Simple) 

 Operation: Execute a Data Map to perform an aggregation operation e.g. add a 

tuple of information into an existing HHR.  

 Operation: Commit a transaction in the Data Store. 
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 Outcome: Aggregated record updated in the data store. 

4.3.5. Aggregation (Complex) 

 Operation: Execute a relevant Data Map to perform Aggregation into multiple 

tables. This may include the creation or updating of multiple records/tables. 

 Operation: Commit a transaction in Data Store. 
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 Outcome: Aggregated record updated in the data store. 

4.4. Scope and Relationship of Information Aggregation Component with 
other Components in the CrowdHEALTH Platform 

 

 Figure 8: Interaction of IA with Other CrowdHEALTH Components 
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The Information Aggregator sits between the Interoperability Layer and the CrowdHEALTH 

data store. The IA interacts with the Data Store and the HHR manager, the IA both retrieves 

existing HHR resources and stores updated HHR records. 

4.4.1. Interface with the Interoperability Layer 

The Interoperability component applies semantic and syntactic interoperability technique on 

the incoming data (from heterogeneous sources) to provide IA component the interoperable 

data in either JSON or XML format. The Information Aggregator is then responsible for 

combining incoming data with existing HHR records in the data store. 

The Aggregation component provides a RESTful API to allow it to be driven by requests from 

the Interoperability Layer. As the final stage of the Interoperability Layer, RESTful API can 

post cleaned and interoperable data to the Aggregation component. On its side, the 

Aggregation component will expose a RESTful API to facilitate CRUD (Create, Read, Update, 

Delete) operations from Interoperability layer and HHR manager. 

4.4.2. Interface with the Data Store 

To persist the information as being aggregated, the Information Aggregator component needs 

to interface with CrowdHEALTH Big Data Platform. 

1. CrowdHEALTH Big Data Platform could be realised with different types of datastores, 

but for the purpose of HHR the datastore that fits the best is LeanXcale data store 

(please refer to D4.1[12]  for additional information). This is because of its properties 

that are not matched by other commonly available datastores: 

 ACID (Atomicity, Consistency, Isolation, Durability). 

 Highly scalable and highly performant for hybrid OLAP+OLTP workloads. 

To interface with the LeanXcale datastore, the Information Aggregation component will pursue 

the following two choices, depending on the Aggregator’s activity one or the other API could 

be selected as the right choice. 

JDBC standard interface: This is accessed by a JDBC driver in the way of a JAR library. 

JDBC provides a set of methods to execute SQL statements with a very wide range of 

possibilities. JDBC is a core API of Java since Java 1.1 which provides a standard set of 

interfaces to SQL-compliant databases. LeanXcale provides a SQL dialect very close to 

Apache Derby [3]. 

LeanXcale Java API library: JDBC is well suited for SQL, but LeanXcale datastore can also 

be accessed through a direct API. The advantage of using a direct API is that it avoids the 

overhead of SQL processing, namely SQL parsing and query plan compilation and, therefore, 

it can provide a much faster interface to access data when you need direct access to specific 

information. This is usually the case for inserting specific information, or getting or updating 
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information through a certain primary key. LeanXcale Java API library will provide a set of 

classes and methods to: 

 Connect to the LeanXcale datastore. 

 Begin a transaction. 

 Get a tuple of information related to a key from a table. 

 Add a tuple of information into a table. 

 Update a tuple of information related to a key. 

 Scan a range of tuples from a table given the keys that define the start and end of the 

range. 

 Commit a transaction. 

 Abort or rollback a transaction. 

The information accessed and the structure of tables can be shared by the two APIs of 

LeanXcale that share some naming conventions. The availability of the two APIs will make the 

data store compatible with different types of requests.  

LeanXcale Datastore does not provide full JSON support as - for example - MongoDB does, 

but it can provide ways to handle it while guaranteeing ACID properties that are not provided 

by MongoDB and are a must for Health information related to patients. 

JSON data could be handled the following way in the LeanXcale datastore: 

 Create a table whose schema contains the JSON primary key and a binary object to 

store the full contents of JSON. 

 The full JSON object will be accessed as a pure Key-Value datastore. 

 Any JSON key that needs to be included in the query statement predicate can be 

explicitly declared as a field and the relevant contents can be added in the field value. 

 If secondary indexes (to speed up the access to some specific info) are needed then 

the JSON key contents for that info should also be made explicit as a field. 

For example, if we wanted that the patient’s year of birth was available as an index for faster 

searches, the following set of statements would perform the relevant operation: 

CREATE TABLE HHR_FHIR ( JSON_PK VARCHAR(20), 

JSON_FHIR_OBJ CLOB); 

ALTER TABLE HHR_FHIR ADD FIELD year_of_birth NUMBER; 

CREATE INDEX IX_HHR_YEAR_OF_BIRTH ON 

HHR_FHIR(year_of_birth); 

Then the following statement would retrieve all HHRs for patients born in 1980. 

SELECT JSON_FHIR_OBJ FROM HHR_FIR WHERE 

year_of_birth=1980 
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 This can also be done through the direct LeanXcale API 

 Any other operation on the JSON should mean changing the full JSON content 

In fact, JSON is mostly used as a message formatting but most of the information inside is 

completely structured and, therefore it would fit better in a purely relational schema and the 

performance would be much higher in a relational schema than in a JSON structure. 
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5. Analytical Aggregation Queries 

As mentioned in Section 3, the Information Aggregation component can encode different 

types of aggregation operations that can be offered through micro-services to open APIs. In 

this respect, one of the aggregation functions associated with the Information Aggregation 

component leverages the LeanXcale’s OLAP query engine to perform data aggregation with 

much faster response time than typical methods [5][4]. The OLAP query engine also enables 

to answer arbitrary aggregation analytical queries in online response times. LeanXcale OLAP 

query engine makes use of intra-query parallelism [13] in order to distribute the analytical 

queries across its underlying data store nodes and aggregates the calculations in a parallel 

way for delivering optimizing OLAP capabilities.  

To give an example, let’s say a health investigator might want to extract, at a specific point in 

time, statistical information regarding how a given disease affects the overall population. She 

might be interested in finding out the average systolic blood pressure of patients having 

cardiovascular diseases according to their age. A typical SQL statement would be the 

following: 

 

SELECT AGE_GROUP, avg(SYSTOLIC_BLOOD_PRESSURE) 

FROM PATIENT_MEASURES 

WHERE PATIENT_MEASURES_PATIENT_ID IN ( 

      SELECT PATIENT_ID 

      FROM PATIENTS 

      WHERE PATIENT_DISEASE = ‘cardiovascular’ ) 

GROUP BY AGE_GROUP 

 

In a standard SQL database, this kind of query would traverse a very big amount of data in a 

sequential way to get the final averages per group. This means the query will take quite a long 

time. CrowdHEALTH LeanXcale’s Query Engine will provide OLAP operators so that a query 

like this can be split into “partitions”. Each Query Engine will work in each partition and the 

results merged together. This will be done for the aggregator components in order to provide a 

full OLAP parallel engine that can reduce the time of queries significantly. 

To make things even worse, in a standard SQL database this query would normally have to 

read-lock most records in the two involved tables, which will cause potential update operations 

to abort due to a read-write conflict, or will respond with a huge delay, waiting for all pending 

update transactions to commit first, before it can retrieve the data to calculate the aggregation 

operation, which would have made the Big Data platform incapable of serving online analytical 

queries. The added value that LeanXcale provides is that it allows for the concurrent 
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execution of both transactional and analytical queries, on the same data store nodes, without 

the obligation to lock data tuples, which would have caused transaction aborts or increased 

response times, and the acceleration of responsiveness due to its distributed architecture that 

allows for parallel calculations, which enables online processing. In the aforementioned query, 

LeanXcale query engine will first produce the tree of the SQL operators, and then its query 

optimizer will push-down operators in order to exploit the distributed architecture of its data 

store layer which enables the parallel execution of aggregate calculations. Each node will 

calculate locally the average systolic blood pressure of the tuples that satisfy the WHERE 

predicate, and will only transmit the partial result of the aggregation to the orchestrator node. 

The latter will combine the intermediate responses and will return the final result. This way, the 

response time of an arbitrary analytical query can be improved as many times as the number 

of the data store nodes, which enables the online analytical processing, as aggregations can 

be computed online when needed. 

LeanXcale OLAP Query Engine will provide parallel operators for: 

● Aggregators (SUM, COUNT, MAX, MIN, …); 
● Grouping (GROUP BY); 
● Sorting (ORDER BY); 
● HASH JOINS; 
● Shuffling for balancing the load in workers. 
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6. Online Aggregations 

Within the scope of Information Aggregation component, the LeanXcale data store will be 

enhanced to develop a new capability that will allow to compute aggregations in an online 

manner resulting in costless simultaneous analytical and aggregation queries. This new 

mechanism lies in a novel semantic concurrency control. In a regular operational database like 

Oracle or PosgreSQL, if one tries to compute aggregations from many rows, for instance, new 

registered patients at national level, this result in aborting most transactions due to write-write 

conflicts among the transactions trying to update concurrently a particular aggregation row. 

The benefit of this new capability/mechanism lies in having a new kind of columns called 

semantic aggregation columns. These columns can be of any numeric type integer or float. 

The way to work with these columns is basically to read the row with the relevant key by 

means of a SELECT, e.g. country id, get the value of the column (e.g. the sum of all incoming 

patients in that particular country), add or subtract a quantity to the value to the column and 

write again the row with the new column value by means of an UPDATE. This is interpreted by 

LeanXcale as an addition or subtraction operation on the column unlike a regular SQL Update 

operation. Any number of transactions can update the same aggregation row and the result is 

guaranteed to be consistent, that is, it will contain the sum of all added/subtracted values 

despite the transactions updating it can be concurrent.  

Let’s try to clarify through an example: we want to have online aggregations of the number of 

patients and the time taken in the Emergency Room for each episode diagnosed. In the 

example we used “DIABETES” but a similar approach could be interesting to detect bursts of 

epidemic diseases. From an implementation point of view you would have 2 tables like: 

CREATE TABLE EPISODE ( 

    PATIENT_ID INT, 

    HEALTH_CENTER_ID INT, 

    COUNTRY_CODE INT, 

    CITY_ID INT, 

    DISTRICT_IDINT, 

    ... 

    EPISODE_DIAGNOSE_CODE VARCHAR(32), 

    TIME_IN_ER INT, -- In minutes for example 

    ... ); 

 
CREATE TABLE EPISODE_AGGREGATIONS /*Aggregates Table 

*/ (HEALTH_CENTER_ID INT, 

    COUNTRY_CODE INT, 

    CITY_ID INT, 

    DISTRICT_IDINT, 

    EPISODE_DIAGNOSE_CODE VARCHAR(32), 

    EPISODE_COUNT INT, 

    SUM_TIME_IN_ER INT     

); 
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Each time you have new EPISODE data, at the same time and leveraging the semantic 

concurrency control to avoid conflicts, you would have an on-line update of the aggregates 

table. You could set alarms on that table to raise awareness on specific situations. 

 

INSERT INTO EPISODE VALUES (1, 34, 280, 28005, 

'DIABETES', 60); 

 

UPDATE EPISODE_AGGREGATIONS SET  

EPISODE_COUNT = EPISODE_COUNT + 1, 

SUM_TIME_IN_ER=SUM_TIME_IN_ER + 60 

    WHERE HEALTH_CENTER_ID=1, COUNTRY_CODE=34, 

CITY_ID=280, 

 DISTRICT_ID=28005, 

EPISODE_DIAGNOSE_CODE='DIABETES'; 

 

The transaction would insert the patient in the patient table and then perform the 

aforementioned process for each aggregation table. In this way, if the transaction is successful 

the patient is inserted and all the aggregations updated. If the transaction aborts, neither the 

insert neither the aggregation updates have effect.  

Without this aggregation mechanism getting the aggregated information implies computing it 

as part of an analytical query that has to read all the rows involved in the aggregation, for 

instance, millions.  

To contrast, with the proposed aggregation mechanism getting the aggregated means to read 

a single row from the relevant aggregation table. For instance, to read the aggregated number 

of patients in France with episodes diagnosed as “avian influenza” with the proposed 

aggregation mechanism would be as simple as: 

SELECT SUM(EPISODE_COUNT) FROM EPISODE_AGGREGATION 

  WHERE COUNTRY_CODE=33 AND 

EPISODE_DIAGNOSE_CODE='AVIAN_INFLUENZA'; 

Whereas to extract the same information not using this on-line aggregation mechanism would 

mean a much heavier Analytical Query like this. In the previous query, the query processor 

would go over a few hundreds of rows (at most the number of health centers), while in this one 

it would go over a big part of the episodes (millions of records): 

SELECT COUNT(1) FROM EPISODE WHERE  

    EPISODE_DIAGNOSE_CODE='AVIAN_INFLUENZA' AND 

COUNTRY_CODE=33; 

Therefore, the cost of the query is reduced by a factor in the order of thousands. 
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7. Data Streaming Aggregation Queries 

The CEP engine provides the CrowdHEALTH platform with a parallel distributed capability to 

process and aggregate millions of live events per second. CEP queries are made by 

streaming operators that are processing boxes able to transform, correlate and aggregate 

events in real time. In particular, the Aggregation component will have the capability of running 

aggregation function continuously over sliding windows. Sliding windows is the mechanism 

used to perform aggregation over unbounded event streams. The CEP has three types of 

sliding windows characterized by the condition used to limit the number of events to be used 

in the aggregation, namely: temporal, spatial and conditional. When using temporal sliding 

windows, the Aggregator runs the aggregation function over all the events received in a given 

time interval. With spatial sliding windows, the aggregation function are computed over the last 

N received events. Finally, conditional sliding windows are used in special cases where 

aggregation functions are computed over all events received between two special input events 

that match specified conditions. 

The CEP can both retrieve data directly from CrowdHEALTH components (e.g. Interoperability 

Layer), health monitoring devices and also fetch records from LeanXcale. The results of the 

continuous aggregation can be consumed in real time by connecting to the CEP engine using 

its driver or can be stored into LeanXcale data store for off line processing. 

Continuous queries are defined by means of the CEP driver that provides applications with an 

easy to use JAVA API. The following figure shows a code snippet of a simple continuous 

aggregation query. The query processes data coming from wearable devices reporting patient 

body temperature. Events have a schema made by 4 fields: the patient id, name, age and 

temperature. The aggregation query just calculates the average body temperature for each 

1000 received events (it uses a spatial sliding window of size 1000 events). 

 

The CEP driver translates this JAVA code into the JSON message (showed below) and sent it 

to the CEP engine for its deployment. 
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The continuous query can be easily modified for cases where there is a need more complex 

aggregations. For example, if we want to process body temperature of patients from different 

cities independently, we can add a group by clause to the operator in order to perform a 

micro-aggregate for each city. The continuous query in the next figure process a stream with 

same schema of the previous example enriched with a new text field identifying the city of the 

patient. In this case, the continuous query evaluates average and maximum body temperature 

of patients grouped per city using all the events received in a time interval of 600 seconds (it 

uses a temporal sliding window). It is worth noting that the query will produce results related to 

events received in the latest sliding interval every 600 seconds. Furthermore, in this case the 

results of the aggregations are stored in LeanXcale by means of the StoreSQLOperator. 
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Below we cite the JSON message produced for this example: 
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8. Situational Knowledge Acquisition and Analysis  

CrowdHEALTH architectural perspective proposes a Context Awareness functionally 

distributed along both Data & Policy aspects of the platform. This Context Awareness 

component correlates with Information Aggregation functionality to generate knowledge for 

decision support e.g. by utilizing both aggregated data from the Big Data infrastructure (like 

CEP patterns adjustment, algorithms validation on trial data, etc.). The outcome of the Context 

Awareness component is expected to be the enhanced awareness of the context of data. 

Such context awareness will be generated by virtualizing real-time and historic datasets and 

analysing them based on predefined models (as described in HHR datasets). 

Introducing virtualization in connected data sources context has many advantages. For 

instance it could help to overcome the heterogeneity of many proprietary architectures and 

systems, providing the possibility to run several proprietary analytics services into a single 

platform. Virtualization of sensors and actuators is also important because it allows 

representing real world objects into the IT world. 

The virtualization of datasets also enables the possibility of programming real world objects in 

a policy modeling and validation platform and to control, govern, or integrate the virtual 

instances/objects via static data, exposed by services, systems or data streams. 

In current CrowdHEALTH architectural perspective, Context Awareness functional profile is 

composed of following sub- functions:  

 Dataset clustering and categorization. Data clustering relates to fulfilling all those 

actions needed to discover meaningful HHR sets (i.e. need for formal CrowdHEALTH 

entity descriptions to enable acquiring information about their status, clinical profile, 

purpose etc.). Data categorization must be possible in a very flexible way according to 

the structure envisaged for formal descriptions of business fitted entities. 

 Situation Awareness. The proposed framework shall provide the capability to 

describe the contexts and to react to changes in the context. Situation awareness 

includes the concept of proximity among data and services and the capability to 

formalize proximity areas and assess membership levels of objects within a proximity 

area (i.e. geographically close, same situation / desease, granted access, connected, 

same domain). 

 Semantic searching. The overall framework shall provide the capability for controlled 

searching and access to data and services. The “controlled” term is related to the 

access control function. The semantic searching capability shall be distributed and 

interoperable across different access domains. 

 Service lifecycle management. The implementation framework context driven part 

should be able to adapt to changes. This function is based on a continuously executed 

cognitive cycle (i.e. monitors, analyses, decide, actuate) continuously improving the 

outcome of service actuations and the weight of influence from sensing / participating 

connected data (e.g. clinical data flow). 
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 Directory Services. Maintain and log service usage history, useful compositions of 

HHRs, rating of data sources. 

 Performance and scalability. CrowdHEALTH framework shall provide means and 

functions to support scalability and support the validation of performance requirements 

and their matching to systems constraints. 

 Interoperability. CrowdHEALTH framework shall be interoperable for data and 
functions among different domains (where a domain is a formal set of application 
ontologies). 

 
Contextual analysis (as outcome of a Context Awareness) is used in CrowdHEALTH to 

support decision process and also to enable the selection of HHR to support KPI generation. 

As this process use the CrowdHEALTH’s Big Data infrastructure, we can separate two generic 

kind of awareness: one is associated to batch processes, and corresponds technologically to 

large transactions and long term KPI effects (e.g. for HHR clustering and classification through 

similarity measures); and one is related to event driven awareness, where it is expected that 

small sets of observations or even individual HHR observations may lead to trigger decisions 

about re-evaluations of policies in use or identification of populations / cases to be analysed. If 

first approach aims to offer the strength of rooting a decision in a solid base of given and 

observed facts and therefore being fitted for large cohorts that expose same kind of evolution 

along timeline, second one aims to incorporate exceptional events, with potential impact in the 

decision process. Technology wise, first case is based on statistical processing; since second 

one rely heavily on Complex Events Processing support, but this is not an exclusive approach. 

In this approach we are able to identify few conceptual artifacts that allow us to model in 

space, time and impact the way how awareness model (an associated analytics) is applied. 

The awareness model is based on COMIC awareness model [14] and consists of: 

 A medium – this is identified as a collaborative environment. Based on the metadata it 

defines how information is propagated, in our case the HHRs and underlining Big Data 

repositories. 

 An aura – represents a boundary around an entity of interest observed and/or 

measured and defines possible range of interaction. For example, in our case a set of 

HHRs may not be able to be associated with other ones out of a certain geographic 

area or domain of evaluation. 

 Focus – represents a special sub-domain of attention. This is relevant to isolate and 

express rules of segmentation of data sets. 

 Nimbus – refer and formalize the area of impact for certain information used on data 

set exploration. This concept is useful to limit the area of impact for complex searches 

on multiple data sets.  

 Awareness – represents a function relevant for both focus and nimbus. Therefore, 

regarding the exact semantic relationship between those two subjects medium owns 

the lever to adapt transformation rules and enrich, segment and approximate HHR 

sets. 

 Adaptors – those are key instruments for awareness implementation, but might be 

also relevant to approximate in our case cohorts impact of some measurements. 
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Awareness as a holistic concept – and associated analytics meanings – can be segmented 
along few lines of interest, each of them being associated to specific metadata sets valid for 
data under evaluation. In this way we can extract useful information concerning spatial, mode 
or various subtypes of collaboration awareness like informal, conversational, and structural or 
workspace types. All those ones are used to semantically enrich and encode various 
observed correlation and causal connections able to cluster together HHRs that can be used 
for in depth exploration towards parametric discovery of new derived facts. 
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9. Initial Functional Specification of Information Aggregation 

Component 

This section provides an overview of the technical functionality that will be implemented to 
realise the Information Aggregation component.  

9.1.  Extracted Functions 
The following tables provide an overview of the different types/family of functions that have 
been identified for the implementation of Information Aggregation component. It is important to 
note that the following tables do not specify specific functions but the type of functionality that 
will be implemented to realise the IA component. 

ID IA_001 Functionality RESTful API Priority Must 

related to Interoperability Layer. 

Description An API to receive data from other CrowdHEALTH system and other sources.  

Success 
Criteria 

Request received.  

 

ID IA_002 Functionality Response Creator Priority Must 

related to Interoperability Layer, RESTful API. 

Description Creation of valid response for requests to the IA component. 

Success 
Criteria 

Response formed and received by accessing components. 

 

ID IA_003 Functionality Aggregation 
Controller 

Priority Must 

related to RESTful API, Aggregators. 

Description Parsing of incoming data and extracting the identifier of the main entity i.e. patient. 
Determines correct actions for incoming data, potential load balancing. 

Success 
Criteria 

 Correct Aggregation operation selected.. 

 

ID IA_004 Functionality Aggregator (Map) Priority Must 

related to Aggregation Controller. 

Description A specific aggregation function (e.g. CEP, Data Map etc.) capable of performing a 
particular aggregation operation. 

Success 
Criteria 

 Aggregated HHR record(s) produced. 
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ID IA_005 Functionality Data Retrieval Priority Must 

related to CrowdHEALTH Big Data Store. 

Description Queries to the Big Data Store in order to retrieve an existing HHR that matches the 
identifier passed to it from IA_003. 

Success 
Criteria 

Existing HHR retrieved. 

 

ID IA_006 Functionality HHR Update Priority Must 

related to CrowdHEALTH Big Data Store. 

Description Functions that push and stores aggregated data in the big data store of 
CrowdHEALTH. 

Success 
Criteria 

Aggregated HHR data is stored in the CrowdHEALTH Data Store. 

 

9.2.  Technical Foundations 

The Information Aggregation component will be developed from stable JAVA micro servlet 

technology, housed in Docker containers for easy portability and deployment. The 

implementation of Information Aggregation component will be based on the following technical 

foundations: 

 Talend Open Studio for creating Data Maps ; 

 Standard JAVA servlet technology; 

 RESTful functionality provided by JAX RS libraries; 

 Docker Containers; 

 LeanXcale Big Data Platform. 

 

Talend Open Studio for Data Integration operates as a code generator, producing data-

transformation scripts and underlying programs in Java [2]. Its GUI gives access to a 

metadata repository and to a graphical designer. Users can design individual jobs using 

graphical components. Crucially it is possible to develop and enhance components for Talend 

using JAVA which will enable us to leverage Talends graphical interface for rapid design and 

development while customising and enhancing for the particular CrowdHEALTH requirements. 

Java Servlets provides a portable way to deliver dynamic web content user-oriented content 

through the web [7]. It offer several advantages of fast performance and ease of use 

combined with more power over traditional CGI scripts written in Java. Having JAVA as a 

foundation allows for a wide range off standard tools and libraries and easy integration with 

Talend above. 
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JAX-RS is a standard that makes it easy to create a RESTful service that can be deployed to 

any Java application server: GlassFish, WebLogic, WebSphere, JBoss, etc. JAX-RS is part of 

Java EE, and using it avoids creating hand rolled solutions making for faster more stable 

development. Using JAX-RS allows development of industry staandard APIs making 

interconnection between CrowdHEALTH components more straight forward and reliable. [8] 

Docker is an open source project that allows you to deploy your application inside containers, 

adding a layer of abstraction [6]. CI, Version Control, Portability, Isolation and Security. 

Containers are virtual machines running an operating system and environment of the 

developers choice, working this way allows for continuous integration and version control with 

the ability to quickly deploy and roll back versions, portability as docker is widely available on 

a number of host operating systems, the ability to isolate sub components within their own 

containers leading to well defined interfaces and also enhancing system security. These 

feature will allow a stable development environent for CrowdHEALTH components. 

LeanXcale is a converged SQL database, combining Ultra-Scalable capabilities and full ACID 

transactional consistency of distributed data [9]. Its innovation is based on a radically new 

approach to transactional processing enabling it to provide transactional data consistency 

while scaling out to large numbers of nodes. LeanXcale is a HTAP (Hybrid 

Transaction/Analytical Processing) database purpose built to provide enterprise class OLTP 

while fulfilling the needs of the most demanding OLAP users. Combining operational and 

analytical information in one database is the next logical evolution in data management and 

makes LeanXcale an ideal component for the CrowdHEALTH project. 

LeanXcale will provide three means for aggregating information: 

 By means of SQL analytical queries that can aggregate information using the 

means provided by SQL to aggregate information. 

 By means of LeanXcale direct interface to its internal data store that enables to 

aggregate information using the direct LeanXcale API. 

 Explicitly, by means of LeanXcale aggregation columns that enable the 

applications to compute aggregations on these columns as they update the base 

rows. 
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10. Conclusion 

The Information Aggregation component is responsible for ensuring incoming data is correctly 

merged with existing data to produce Holistic Health Records. The Information Aggregation 

component will be capable of handling health related data coming in different varieties 

(systems, devices) and velocities (stream or batch). The component will implement a number 

of aggregation operations to perform specific types of aggregation functions, depending on the 

nature and type of incoming data. It will provide an API and set of interfaces to communicate 

with data sources e.g. access by the Interoperability Layer.  

The implementation of aggregation functions will be based on the principles of micro-services 

approach and also the enhanced aggregation functionality offered by the underlying 

LeanXcale data store. The aggregation functions will be encoded using state of the art big-

data management techniques, making enhancements in the state of the art in specific areas 

such as the use of micro-services to perform synchronous aggregation operations on 

heterogeneous datasets or the use of an ultra-scalable, polyglot and full ACID big-data 

platform to enable efficiency in data handling, aggregation and analytic operations. 

This deliverable provides an overview and initial insight into the specification and 

implementation plans for Information Aggregation component. The specifications and 

implementation level details will be updated in the subsequent version of this deliverable.  
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